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Abstract—Knowledge graphs are structured and interlinked
formations that can enhance data expressiveness, as crucial
data can be illustrated in a meaningful way that highlights the
most significant and impactful affinities among them. In this
work, we propose optimized AI-based construction of domain-
specific and generic knowledge graphs, including datasets of
specific unexplored domains, such as SDGs, and we work on
various datasets to prove the generality of our findings, that
outperform existent methods. CNN variations and various LLM
models improve the performance and reduce training times for
the constructed generic and domain-specific knowledge graphs
and, hence, facilitate the work of practitioners, who collect and
evaluate the data.

Index Terms—Sustainable Development Goals, generic,
domain-specific, deep learning, automated knowledge graph con-
struction.

I. INTRODUCTION

Knowledge graphs (KGs) are structured and interlinked
formations that can enhance data expressiveness and are ideal
for manifold interpretations, because they pave the way for ex-
plainability and meaningful recommendations, they can quan-
tify affinities and they assist knowledge acquisition and serve
for knowledge matching. Knowledge graphs are constructed
incrementally, with steps that include entity recognition [1]
[2], co-reference resolution [3], and relation extraction [4].

Data quality and standardization: One major limitation
is the inconsistency and variability of data across different
sources. Data collected by various organizations may follow
different formats, terminologies, and levels of granularity,
making it difficult to integrate them into a cohesive knowl-
edge graph. To address this, establishing standardized data
collection and annotation frameworks, along with robust data
preprocessing pipelines, is essential for improving data quality
and interoperability.

Semantic ambiguity: Multiple sources contribute to har-
vesting voluminous and heterogeneous data. Due to semantic
ambiguity and contextual variations, knowledge graphs, that
inherently represent entities and relationships, are fit for this
task. Misclassification of data points can lead to inaccurate
relationships in the knowledge graph. A potential solution is
to incorporate domain-specific ontologies and expert-driven
validation mechanisms to enhance the semantic understanding
of AI models and improve clustering accuracy.

Generalizability makes Large Language models (LLMs)
suitable for natural language processing tasks and automated
extraction, recommendations, text generation, etc. A drawback
of LLMs is that, opposite to structured knowledge graphs
that entail factual knowledge, LLMs do not capture factual
knowledge. Unification of LLMs and knowledge graphs paves
the way for interpretability and inference mechanisms, e.g.,
KG completion [5], [6] and reasoning [7], [8], [9].

Computational Complexity and Scalability: Constructing
and maintaining large-scale knowledge graphs using CNN
variations and LLM models can be computationally expensive,
requiring substantial processing power and storage [10], [11].
This challenge becomes even more significant when dealing
with real-time data updates. To mitigate this, implementing
distributed computing strategies, such as cloud-based pro-
cessing and efficient model pruning techniques, can optimize
computational efficiency and scalability.

Interpretability and Transparency of AI Models: The re-
liance on AI-based automation for knowledge graph con-
struction raises concerns about model interpretability and
transparency. Mechanisms behind complex deep learning ar-
chitectures, including CNNs and LLMs, frequently are not
transparent to the practitioners [12]. To address this, explain-
able AI (XAI) techniques, such as attention mechanisms and
rule-based reasoning layers, should be integrated to enhance
transparency and provide clear justifications for data catego-
rizations within the knowledge graph.

II. METHODOLOGY

A. Knowledge Graph Construction

1) Domain-specific ontology: The Sustainable Develop-
ment Goals (SDG) ontology uses a schema to quantify the
goal completion that the United Nations (UN) 2030 Agenda
describes [13]. The schema consists substantially of SDG
goals, targets, indicators as well as data series. As far as
we know there do not exist KG-related tasks with application
to the SDG domain, in terms of KG entities’ and relations’
identification or derivation of insights concerning data patterns.
In [14] Kilanioti and Papadopoulos propose effective AI-based
construction of SDG knowledge graphs. Kilanioti et al ( [15],
[16]) leverage semantic similarity among SDG data and reduce
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{
”goal”: ”2”,
”target”:
”code”: ”2
”descriptio
”tier”: ”1”,
”uri”: ”/v
”series”: [

{
”goal”: [
”2”

],
”target”: [
”2.1”

],
”indicator”
”2.1.1”

],
”release”
”code”:
”descriptio
”uri”: ”/v

},

{
”goal”: ”1”,
”target”:
”code”: ”
”descriptio
”tier”: ”1”,
”uri”: ”/v
”series”: [

{
”goal”: [
”1”

],
”target”: [
”1.2”

],
”indicator”
”1.2.1”

],
”release”:
”code”: ”S
”descriptio
”uri”: ”/v

}
]
},

[
{

”goal”: ”1”,
”target”: ”1.1”,
”code”: ”1.1.1”,
”description”: ”Proportion of the population living below the international poverty
line by sex, age, employment status and geographic location (urban/rural)”,
”tier”: ”1”,
”uri”: ”/v1/sdg/Indicator/1.1.1”,
”series”: [

{
”goal”: [
”1”

],
”target”: [
”1.1”

],
”indicator”: [
”1.1.1”

],
”release”: ”2022.Q1.G.03”,
”code”: ”SI POV DAY1”,
”description”: ”Proportion of population below international poverty line (%)”,
”uri”: ”/v1/sdg/Series/SI POV DAY1”

},

Fig. 1. IndicatorData dataset indicative excerpts for indicators 1.1.1, 1.2.1
and 2.1.1

retrieval times for semantically close data, uncategorised based
on the SDG schema.

Dataset: We collected an SDG dataset [15] of totally 2,21M.
entries that entails all standard demographic info, different age
profiles, time periods and area codes, following the UNM49
standard available for each indicator from 2000 onwards.
Our dataset IndicatorData entails 169 targets, 248 indicators
(with 13 replicated under two/three different targets), and 663
data series for the evaluation of the SDGs’ accomplishment
(4150 data entries per each indicator after removal of 20% of
top and tail outliers with multiple properties describing each
observation (data entry) and their Statistical Data and Metadata
eXchange (SDMX)-standardized code [15]).

B. Data Loading and Preprocessing

Files are expected to be in JSON5 format and follow a
specific naming convention (sdgIndicatorData*.json5) [15].
Key tasks performed include reading and parsing each file,
verifying the structure of the data using printed keys and
appending the relevant data entries into a list for further
processing. The Knowledge Graph Schema is based on:

• Nodes: They represent entities such as geoAreaName,
indicator, timePeriodStart, and attributes (Units).

• Relationships: They define the connection between enti-
ties: Example: Country - HAS INDICATOR - Indicator
with attributes such as year, value, and unit.

The knowledge graph is analyzed to view the number of
unique nodes and relationships. The analysis demonstrates
how relationships are defined based on the geoAreaName,
indicator, and associated metadata.

We provide clear documentation for each field:

• goal: Represents the Sustainable Development Goal
(SDG) that the data entry is related to.

• target: Specific targets under each goal.
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Fig. 2. SDG schema of the dataset depicting structure of the UN SDG
ontology.

• indicator: Indicators used to measure progress towards
the targets.

• series: Unique identifier for the data series.
• seriesDescription: Detailed description of what the series

measures.
• seriesCount: Number of entries in the series.
• geoAreaCode: Numeric code representing the geograph-

ical area.
• geoAreaName: Name of the geographical area.
• timePeriodStart: The start year of the time period the data

covers.
• value: The measured value of the indicator.
• valueType: Type of the value (e.g., Float, Integer).
• time detail: Additional details about the time period.
• timeCoverage: Description of the time coverage.
• upperBound: Upper bound of the measured value (if any).
• lowerBound: Lower bound of the measured value (if any).
• basePeriod: Reference period for the data.
• source: Origin or provider of the data.
• geoInfoUrl: URL with more information about the geo-

graphical data.
• footnotes: Additional notes or explanations about the data

entry.
• attributes: Additional attributes related to the data, such

as units and nature.
• dimensions: Breakdown of the data into specific dimen-

sions like age, location, sex, and reporting type.
• key: Unique keys identifying the data entry.
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C. Generic ontologies

• FB15k-237 dataset [17] with 310,116 triples, including
14,541 entities and 237 relation types, was constructed
aiming to avoid inverse relation test leakage for the
testing and evaluation datasets of the original FB15k
dataset.

• WN18RR dataset [18] contains 93,003 triples, including
40,943 entities and 11 relation types. Since many WN18
text triples are obtained by inverting triples from the
training set, the WN18RR dataset was created aiming
to avoid inverse relation test leakage for the evaluation
dataset.

• AG [19] consists of 8,932,615 triplets, 252,426 entities,
68 relations and is part of a knowledge graph created us-
ing natural language processing and semantic indexing of
biomedical publications and open resources that identifies
new interactions.

D. CNN-Based Text Classification Models

This section explores six CNN variations designed for
binary text classification. Our objective is to classify entries
based on the presence of specific tokens (e.g., population, line)
in the seriesDescription field. Preprocessing: Tokenization and
padding are applied to transform text data into sequences
suitable for CNNs:

• max words: Maximum number of unique tokens.
• max seq len: Fixed sequence length for all inputs.
The Convolutional Neural Network (CNN) model is a

deep learning model that uses convolutional layers to capture
patterns in the text data. The model is trained to classify text
based on features extracted from the seriesDescription. We
expand on the implemented CNN model by experimenting
with six variations. Each variation adds different numbers
and types of layers to analyze performance differences. Six
variations are implemented, each adding complexity through
additional layers or regularization techniques:

• Variation 1: Basic CNN with one Conv1D and Global-
MaxPooling1D layer.

• Variation 2: Adds a second Conv1D layer and MaxPool-
ing1D for enhanced feature extraction.

• Variation 3: Introduces Dropout layers to reduce over-
fitting. Variation 4: Increases the number of filters in
Conv1D layers for deeper feature learning.

• Variation 5: Stacks multiple Conv1D layers with different
kernel sizes for multi-scale feature extraction.

• Variation 6: Combines depth and regularization for a
robust model architecture.

E. LLM Model Variations for AI-based knowledge graph
construction

NLP was extended using Long short-term Memory (LSTM),
Gated Recurrent Unit (GRU), Transformer and Convolutional
Neural Network - Recurrent Neural Network (CNN-RNN)
models to process seriesDescription. Limited text complexity
in the dataset restricted further NLP enhancements. NLP was

applied to seriesDescription via tokenization, embeddings, and
neural models. Further NLP was unnecessary due to the
dataset’s structured nature and limited text.

• Long short-term Memory (LSTM) The function defines
a simple LSTM-based neural network for binary classi-
fication tasks [20] with an embedding layer to transform
input text sequences into dense vector representations,
followed by an LSTM layer with 128 units to capture
temporal dependencies in the data.

• bidirectional Long short-term Memory (LSTM) It uses an
embedding layer that converts input text sequences into
dense vectors followed by a Bidirectional LSTM layer
with 128 units.

• Gated Recurrent Unit (GRU) The function defines a
GRU-based neural network for binary classification [21]
with an embedding layer that converts input text se-
quences into dense vector representations, followed by
a GRU (Gated Recurrent Unit) layer with 128 units to
capture sequential patterns.

• Convolutional Neural Network - Recurrent Neural Net-
work (CNN-RNN)
The function defines a hybrid neural network combining
CNN and RNN architectures to leverage the strengths
of both for binary classification tasks [22] with an em-
bedding layer to transform text data into dense vector
representations, a 1D convolutional layer (Conv1D) with
128 filters and a kernel size of 5 applied to capture local
patterns and n-gram features in the text, followed by a
max-pooling layer to reduce dimensionality and focus
on the most important features. The processed features
are passed to an LSTM layer with 128 units to capture
sequential dependencies and long-term context.

• Transformer model The function implements a simplified
transformer-based neural network for binary classification
tasks, with an input layer for sequences of embeddings,
followed by a multi-head attention layer that captures
relationships between tokens in the sequence using four
attention heads. Residual connections and layer normal-
ization are applied to stabilize training and improve
performance. The output from the attention mechanism is
flattened to a 1D vector, which is then passed through a
dense layer with a sigmoid activation function for binary
classification.

• Dense feedforward neural network The function defines a
feedforward neural network designed for binary classifi-
cation tasks, consisting of fully connected (Dense) layers
with ReLU activation functions to introduce non-linearity
and enhance learning capabilities [23]. The model starts
with an input layer of size , followed by a hidden layer
with 256 units and another with 128 units, each paired
with a Dropout layer set to 0.3 to prevent overfitting.

F. Augmented version

1) Attention Mechanism: Attention mechanism is intro-
duced through two major enhancements. First, the cre-
ate transformer model() function implements a simplified
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Transformer architecture that uses multi-head self-attention
layers and layer normalization to capture contextual relation-
ships across the input sequence—an upgrade over the tradi-
tional LSTM/GRU models used previously. Second, attention-
like interpretability is achieved through LIME and SHAP,
which provide model-agnostic explanations by highlighting
the most influential words in each prediction. While these
aren’t traditional attention layers, they serve a similar purpose
by visually emphasizing which parts of the input the model
”attended to” when making decisions.

2) Rule-based mechanism: Additionally, a rule-based
mechanism is incorporated in the data labeling process us-
ing keyword-based heuristics in preprocess cnn data() and
create data pipeline(), which classify entries based on the
presence of terms like ”population” and ”line”. We introduce
pruning using the TensorFlow Model Optimization Toolkit
(TFMOT) with a PolynomialDecay strategy in prune model(),
which dynamically increases sparsity during training to reduce
unnecessary weights.

3) Preprocessing pipeline: Finally, the new preprocessing
pipeline uses TensorFlow’s tf.data API to build a highly
efficient and scalable input stream that handles tokeniza-
tion, padding, batching, shuffling, and prefetching in parallel,
making the entire system faster, more modular, and better
suited for production environments. The preprocessing and
model optimization pipeline tailored for natural language
processing (NLP) tasks begins by defining key parameters
such as vocabulary size, sequence length, and embedding
dimensions. The preprocess cnn data function extracts text
data and assigns binary labels based on the presence of specific
keywords, making it suitable for tasks like text classification.
The tokenize and pad function then converts the raw text into
padded integer sequences using Keras’s tokenizer, preparing
the input for neural networks.

The TensorFlow-based data preprocessing pipeline is op-
timized for training NLP models using tf.data. The cre-
ate data pipeline function takes a dataset of dictionary en-
tries, where each entry contains a ’seriesDescription’ field,
and transforms it into a batched, shuffled, and prefetch-
enabled tf.data.Dataset ready for model training. A Tokenizer
is initialized to convert text into integer sequences, using a
limited vocabulary and an out-of-vocabulary token to handle
unseen words. Within the preprocess data function, each text
entry is converted into a padded sequence of fixed length,
and a binary label is assigned based on the presence of
specific keywords like ”population” or ”line”. The pipeline
uses tf.data.Dataset.from generator to dynamically generate
input samples, applies parallel preprocessing with map(), and
leverages shuffling and prefetching for improved training
performance. This approach ensures an efficient and scalable
input pipeline for deep learning tasks involving text classifi-
cation.

To enhance model efficiency, the prune model function ap-
plies structured pruning using TensorFlow Model Optimization
Toolkit (TFMOT), which gradually removes less significant
weights during training, reducing model size and potentially

Fig. 3. Plain mechanism - Performance Comparison of Neural Network
Models for SDG KG

improving inference speed without major loss in accuracy.
This setup is particularly useful for deploying lightweight NLP
models in production environments.

4) Explainable AI: It integrates the LIME (Local Inter-
pretable Model-Agnostic Explanations) framework to explain
predictions made by a binary text classification model [24].
After training each model on tokenized and padded sequences
derived from the text data, the explain with lime function
is used to interprete how specific words in a test instance
contribute to the model’s prediction. The function creates a
LimeTextExplainer, defines a prediction function that converts
input text into padded sequences, and computes both class
probabilities, as required by LIME. It then visualizes the
explanation for a selected test input (idx) in an interactive
notebook display. Before calling this function, the dataset is
preprocessed, and models are trained with early stopping for
efficiency. LIME is applied to one sample at a time, making
it suitable for local interpretability and helping understand the
model’s behaviour on individual predictions.

G. Experimentation Setup

The input dataset is the SDGindicator dataset. metaData
file defined the schema of the KGs, whereas it was trained
on 80 percent of data. 20 percent was used to evaluate the
training, hence the dataset was split into 80:20 ratio. Model
parameters include the binary cross-entropy loss function, the
Adam optimizer, and accuracy as a performance metric

III. RESULTS AND DISCUSSION

A. Domain-specific KG

1) Plain Mechanism: The provided plots collectively offer
a detailed insight into the performance and behaviour of
various neural network models.

• Bar chart visualizing the training duration for each varia-
tion: Highlights the impact of model complexity (layers,
filters, etc.) on training time.

• Training Time Bar Chart: This plot highlights the compu-
tational cost of training each model. The Dense Feedfor-
ward Model is the fastest to train, while the Bidirectional
LSTM takes the longest time. Models like LSTM, GRU,
and Hybrid CNN-RNN have similar training times.

189



Fig. 4.

Fig. 5.

Fig. 6.

Fig. 7.

Fig. 8.

Fig. 9.

• Confusion Matrices: These matrices provide a detailed
look into the classification ability of each model:
The Bidirectional LSTM performs exceptionally well
with minimal misclassifications. The Dense Feedforward
Model shows some misclassification but is reasonable
overall. The Hybrid CNN-RNN, LSTM, and GRU models
fail to predict the positive class, indicating a significant
issue with class imbalance handling.

• Performance Line Chart: This plot summarizes all metrics
for each model, reaffirming the superior performance of
the Bidirectional LSTM, followed by the Dense Feed-
forward Model. The other models exhibit significant
limitations, especially with recall and F1-score.

In summary, the Bidirectional LSTM stands out as the best-
performing model, whereas the Dense Feedforward Model
is a good balance of speed and performance. Other models,
like Hybrid CNN-RNN, LSTM, and GRU, require significant
improvement, particularly in handling class imbalances.

2) Summary analysis of Model Performance: Plots the
performance on following performance metrics:

• Accuracy: Proportion of correct predictions.
• F1-Score: Harmonic mean of precision and recall.
• Precision: Proportion of true positive predictions out of

all positive predictions.
• Recall: Proportion of true positive predictions out of all

actual positives.
• Time performance: training and inference times
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a) CNN Model Variations: Simpler models like Varia-
tions 1 and 2 achieve high accuracy and precision with shorter
training times, making them efficient for quick deployment.
However, their simplicity may limit their ability to capture
complex features in the data.

Complex models like Variation 5 demonstrate improved
feature extraction capabilities but may lead to diminishing
returns or overfitting if not regularized effectively, as observed
in Variation 6.

Training time consistently increases with added layers or
filters, as evident in Variation 4. However, inference time,
while slightly impacted, remains relatively low and consistent
across variations.

Dropout layers, such as those in Variation 3, effectively
reduce overfitting and improve generalization on validation
data. The F1-score plays a crucial role in evaluating these
models, as it balances precision and recall, providing a better
assessment for imbalanced datasets compared to accuracy
alone.

Variations 1 and 2 are efficient and perform well on all
metrics, making them suitable for deployment. Variation 5
achieves the highest F1-score, indicating superior feature ex-
traction for more balanced precision and recall. Variation 6,
despite its complexity, suffers from lower F1-scores due to
potential overfitting or optimization challenges.

b) LLM Model Variations: We describe the performance
of all LLM variations on following performance metrics:
LSTM Model: Accuracy: 78.57% The model shows moderate
accuracy but fails to produce meaningful F1-Score, Precision,
and Recall, suggesting poor performance in handling class
imbalances or minority class prediction. Training time: 7.84
seconds.

GRU Model: Accuracy: 78.57% Similar to the LSTM
model, GRU delivers comparable accuracy but struggles with
metrics like F1-Score, Precision, and Recall. Training time:
8.47 seconds, slightly longer than the LSTM.

Transformer Model: Accuracy: 75.00% The model has
lower accuracy compared to LSTM/GRU but shows better
Precision (27.27%) and a small F1-Score (14.63%), indicating
some ability to identify the positive class. Fast training time:
6.76 seconds.

Dense Feedforward Model: Accuracy: 81.43% The Dense
Feedforward model performs better than the Transformer,
LSTM, and GRU in terms of accuracy. Additionally, it
achieves an F1-Score of 58.06% and good Precision (56.25%)
and Recall (60%). Very fast training time: 1.21 seconds.

Bidirectional LSTM Model: Accuracy: 97.86% This model
outperforms all others with the highest accuracy, F1-Score
(94.74%), and perfect Precision (100%) with Recall at 90%.
It demonstrates the ability to generalize well on the validation
set. Training time: 10.45 seconds, the longest among all
models.

Hybrid CNN-RNN Model: Accuracy: 78.57% While it
matches the accuracy of LSTM and GRU, it fails to pro-
duce meaningful F1-Score, Precision, and Recall, indicating

Fig. 10. Augmented version - Performance Comparison of Neural Network
Models for SDG KG

challenges in handling imbalanced data. Training time: 6.27
seconds.

The Bidirectional LSTM model is the best performer,
achieving significantly higher accuracy and robust evaluation
metrics. The Dense Feedforward model balances training time
and performance effectively, making it suitable for tasks with
time constraints. Both LSTM and GRU models demonstrate
similar limitations, possibly due to inadequate handling of
class imbalances. The Hybrid CNN-RNN model does not
effectively combine local feature extraction with sequential
dependencies, which impacts its performance. The Trans-
former model, despite its theoretical advantages, shows limited
success here, likely due to insufficient data or lack of pre-
training.

3) Augmented version - Results: There follows a summary
of performance for the augmented version: LSTM Model: -
Accuracy: 0.7857 - F1-Score: 0.0000 - Precision: 0.0000 -
Recall: 0.0000 - Training Time: 46.39 seconds - Inference
Time: 46.39 seconds

GRU Model: - Accuracy: 0.7857 - F1-Score: 0.0000 -
Precision: 0.0000 - Recall: 0.0000 - Training Time: 19.85
seconds - Inference Time: 19.85 seconds

Transformer Model: - Accuracy: 0.7786 - F1-Score: 0.1143
- Precision: 0.4000 - Recall: 0.0667 - Training Time: 6.96
seconds - Inference Time: 6.96 seconds

Dense Feedforward Model: - Accuracy: 0.8143 - F1-Score:
0.5806 - Precision: 0.5625 - Recall: 0.6000 - Training Time:
1.42 seconds - Inference Time: 1.42 seconds

Bidirectional LSTM Model: - Accuracy: 0.9643 - F1-Score:
0.9091 - Precision: 1.0000 - Recall: 0.8333 - Training Time:
11.43 seconds - Inference Time: 11.43 seconds

Hybrid CNN-RNN Model: - Accuracy: 0.7857 - F1-Score:
0.0000 - Precision: 0.0000 - Recall: 0.0000 - Training Time:
6.29 seconds - Inference Time: 6.29 seconds

From the reported results, the Bidirectional LSTM model
significantly outperforms all others, achieving the highest
accuracy (96.43%) and a strong F1-score of 0.91, with perfect
precision and high recall. This suggests it’s highly effective
at capturing temporal dependencies in both forward and back-
ward directions—making it well-suited for the classification
task.
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The Dense Feedforward model, despite its simplicity, deliv-
ers surprisingly strong results with an accuracy of 81.43% and
an F1-score of 0.58, making it a solid lightweight alternative.
Its extremely fast training and inference times (just 1.42
seconds) make it appealing for real-time or low-resource
deployments.

Conversely, models like LSTM, GRU, and Hybrid CNN-
RNN all show moderate accuracy (7̃8%) but fail completely
on the classification metric side (F1, precision, recall all at
0). This likely indicates severe class imbalance or that these
models are predicting only the majority class, which inflates
accuracy but renders the models ineffective in practice.

The Transformer model offers a balance—it slightly un-
derperforms in accuracy (77.86%) but produces non-zero
classification metrics, suggesting it at least attempts to distin-
guish between classes, though it still underperforms in recall
(0.0667).

Bidirectional LSTM is the most effective and reliable model
overall, even in this augmented version, that uses a prepro-
cessing pipeline that handles tokenization, padding, batching,
shuffling, and prefetching in parallel.

Dense model is efficient and surprisingly capable given its
simplicity.

LSTM, GRU, CNN-RNN suffer from zero recall/precision,
making them practically unusable without further tuning (e.g.,
class weights, oversampling).

Transformer shows potential but needs hyperparameter op-
timization or more data to outperform simpler architectures.

The visual explanations generated using LIME (and possi-
bly SHAP) reveal that the model consistently favors Class 0,
with prediction probabilities often exceeding 0.7 and in some
cases reaching a full 1.0. Despite the presence of informa-
tive keywords such as ”Proportion,” ”industries,” ”total,” and
”added,” which are occasionally highlighted as contributing to
Class 1, their individual impact appears minimal—suggesting
that the model does not strongly associate these words with
the minority class. This is further supported by the vertical
feature weight plots, which show most features clustered
around zero, indicating weak influence on the final prediction.
These observations align with the earlier performance metrics
where multiple models had zero recall and precision for Class
1, highlighting a likely issue of class imbalance or under-
representation. The model appears overconfident in predicting
Class 0 and fails to generalize to minority class instances. To
address this, strategies such as class balancing, re-weighted
loss functions, or more context-aware architectures like trans-
formers could be employed to improve sensitivity and ensure
meaningful interpretability.

B. Generic KG

1) FB15k-237: The performance comparison shows that all
models maintain high accuracy (0.9+), but there is a sharp
contrast with their precision, recall, and f1-score, indicating a
class imbalance problem or dominance of the majority class.
LSTM and GRU show slightly better balance, with GRU
leading in recall (0.32) and f1-score ( 0.35), making it the

most balanced model overall. Bidirectional LSTM performs
well in recall but has poor precision, reducing its f1-score.
Dense Feedforward performs worst across all metrics (scores
near zero), indicating model failure. Hybrid CNN-RNN shows
modest improvement across all metrics, while Transformer,
despite high accuracy, has extremely poor f1-score and recall,
confirming it’s ineffective in capturing the minority class.
Overall, GRU emerges as the most reliable model, while Dense
Feedforward and Transformer are unsuitable.

The confusion matrices reveal that GRU delivers the most
balanced performance, achieving a good trade-off between
true positives (36) and false positives (58), making it the
most robust model on this dataset. LSTM follows closely with
fewer false positives (30) but also detects fewer true positives
(20), indicating a more conservative prediction pattern. Hybrid
CNN-RNN and Bidirectional LSTM capture more positives
(34 and 43 respectively), but at the cost of higher false
positives, especially for BiLSTM, which misclassifies 156
negatives. In contrast, Transformer performs poorly, identify-
ing only one positive case and missing 111, suggesting it is
heavily biased toward the negative class. Dense Feedforward
completely fails by predicting only the majority class (all
negatives), with zero true positives, likely due to collapsed
learning or class imbalance. Overall, GRU is the most effec-
tive, with LSTM and CNN-RNN as reliable alternatives, while
Transformer and Dense Feedforward are unsuitable for this
classification task.

The ROC curve demonstrates that Bidirectional LSTM
and Hybrid CNN-RNN lead performance with the highest
AUC scores of 0.82, closely followed by GRU (0.81) and
LSTM (0.80)—all indicating strong classification capability.
In contrast, Dense Feedforward (0.48) and Transformer (0.51)
perform near or below random guessing (AUC = 0.5), confirm-
ing their ineffectiveness on this dataset. Overall, RNN-based
models clearly dominate, with BiLSTM and CNN-RNN being
the most robust in distinguishing between the two classes.
The SHAP plots across different models consistently highlight
Features 97, 98, and 99 as the most influential. While the
impact magnitudes vary, their presence at the top across all
models indicates they are core decision drivers. For LSTM,
GRU, BiLSTM, and CNN-RNN, the SHAP values show
moderate dispersion, suggesting effective feature interaction
learning.

In contrast, Dense Feedforward and Transformer again
show compressed SHAP ranges near zero, indicating limited
or noisy influence, which aligns with their poor predictive
performance in prior ROC and confusion matrix results.

Summary: Feature 97–99 dominate model influence. RNN-
based models learn richer feature interactions. Transformer
and Dense Feedforward exhibit minimal SHAP contribution,
suggesting weak learning behavior on this dataset.

2) WN18RR: The chart reiterates performance across mod-
els on the new dataset, showing that Dense Feedforward failed
entirely (all scores = 0), likely due to training or data input
errors. Among the rest, Hybrid CNN-RNN leads with the
highest accuracy ( 0.71) and strong f1-score ( 0.59) and recall
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Fig. 11. Augmented version - Performance Comparison of Neural Network
Models for FB15k-237

Fig. 12. Augmented version - ROC Curves for FB15k-237

( 0.52), indicating it balances sensitivity and correctness well.
LSTM and Bidirectional LSTM follow with stable, balanced
metrics, while GRU performs slightly worse, especially in
recall. Transformer has the lowest scores among functioning
models, suggesting limited effectiveness for this dataset. Over-
all, Hybrid CNN-RNN is the top performer, with LSTM-based
models as reliable alternatives.

Here’s a brief analysis of the confusion matrices for each
model on this dataset: LSTM performs reasonably well, cor-
rectly identifying 376 positives but with a high false negative
count (408), indicating missed detections. GRU has similar
characteristics but performs slightly worse in recall, with fewer
true positives (356) and more false negatives. Bidirectional
LSTM is more balanced, achieving 383 true positives, but
still misclassifies 401 cases. Hybrid CNN-RNN shows the
best balance, with the highest true positives (406) among
functioning models and slightly fewer false negatives. Trans-
former struggles, with a high false positive count (534) and
low precision — it frequently predicts positive even when
incorrect. Dense Feedforward completely fails by classifying
everything as class 0 (negative), missing all 784 actual posi-
tives — suggesting a training issue or model breakdown.

In summary, Hybrid CNN-RNN shows the best classifica-
tion balance, while LSTM variants remain competitive. Dense
Feedforward is non-functional, and Transformer has serious
misclassification tendencies.

Fig. 13. Augmented version - Performance Comparison of Neural Network
Models for WN18RR

The ROC curve confirms that for the new dataset, LSTM
and Hybrid CNN-RNN are the top performers with the highest
AUC of 0.76, closely followed by Bidirectional LSTM (0.75)
and GRU (0.74), all showing strong discriminatory power.
In contrast, Dense Feedforward and Transformer both have
near-random performance (AUC 0.51), suggesting that they
failed to learn meaningful decision boundaries in this con-
text. Overall, RNN-based models outperform feedforward and
transformer architectures for this dataset.

The SHAP summary plots indicate that Feature 98 and
Feature 99 consistently have the most influence across all
models. High values (pink) of these features tend to slightly
increase or decrease the model’s output depending on the
model, but most SHAP values are clustered around zero,
especially for the Transformer, where the impact is almost
negligible—explaining its poor performance.

In contrast, LSTM, GRU, BiLSTM, and CNN-RNN models
show a more dispersed SHAP distribution, suggesting they are
better at learning useful patterns from these features. Dense
Feedforward, once again, shows a collapsed distribution, reaf-
firming its inability to learn from the features effectively on
this dataset.

In summary: Feature 98 and 99 dominate model decisions.
RNN-based models leverage them better. Dense Feedforward
and Transformer exhibit minimal or noisy SHAP impact,
aligning with their poor metrics.

3) AG: The performance comparison shows that the Dense
Feedforward model outperforms others with the highest recall
and strong overall scores, making it ideal when capturing all
relevant cases is crucial. Bidirectional LSTM offers balanced
performance across all metrics, while Transformer shows high
recall but lower precision, indicating more false positives.
LSTM is stable with moderate results, whereas GRU suffers
from low recall despite good precision. Hybrid CNN-RNN
performs the worst overall, suggesting it’s either too complex
or poorly tuned for the task.

Here’s a brief analysis of the confusion matrices for each
model: Dense Feedforward performs the best, with only 2
false negatives and 126 true positives, showing excellent sen-
sitivity and precision. Bidirectional LSTM also performs well,
correctly classifying 108 positives, though it has a relatively

193



Fig. 14. Augmented version - ROC Curves for WN18RR

high false positive count (44). LSTM has balanced results with
moderate false positives (31) and false negatives (31). GRU
struggles with recall, showing 58 false negatives, indicating
it’s missing many actual positives. Hybrid CNN-RNN has a
poor balance with high errors in both false positives (26) and
false negatives (54), reflecting weaker learning. Transformer
shows high recall (107 true positives) but very poor precision
with 59 false positives, meaning it over-predicts the positive
class.

In summary, Dense Feedforward is the most reliable, fol-
lowed by Bidirectional LSTM, while Hybrid CNN-RNN and
GRU underperform in classification balance.

The ROC curve shows that the Dense Feedforward model
achieves the highest AUC (0.78), indicating the best overall
discrimination between classes. LSTM, GRU, and Bidirec-
tional LSTM follow closely with AUCs around 0.73–0.75,
suggesting good but slightly lower performance. Hybrid CNN-
RNN performs moderately (AUC = 0.71), while the Trans-
former performs the worst with an AUC of 0.48, barely better
than random guessing. This confirms that Dense Feedforward
is the most reliable classifier among the models tested.

The SHAP summary plots reveal the impact of each feature
on model predictions. Across all models, Feature 98 and
Feature 99 consistently show the highest influence, indicating
they play a key role in decision-making. The direction of
impact varies: high values of these features (in pink) mostly
negatively impact the output, while low values (in blue) con-
tribute positively. The remaining features, including Feature
26–31, have comparatively minimal influence. This suggests
that the model relies heavily on a small set of dominant
features, and feature 98/99 likely hold the strongest predictive
power across models.

IV. IMPLICATIONS AND FUTURE WORK

Our work assists knowledge graph functionalities, namely
causal analysis, inference, and interpretability of SDG-related
actions, as SDG knowledge graphs are efficiently constructed
with AI. Essentially we aim to support the societal appeal for
achievement of the sustainability goals, by proving useful to
practitioners who harvest and evaluate SDG data.

Fig. 15. Augmented version - Performance Comparison of Neural Network
Models for AG

Fig. 16. Augmented version - ROC Curves for AG

Specifically, the suggested KG construction AI-powered
framework’s impact on actions of organizations that harvest
and process SDG datatakes is based on the consideration that
the pursued goals and undertaken actions can be efficiently
thematically interweaved and mutually influenced: one agent
may pool interrelated existing content from federated reposi-
tories or one undertaken action may affect currently ongoing
activities of other agents. Knowledge graphs are augmented
with quicker similarity search, that reduces response times for
manifold interpretations of the societal implications of actions
that apply to each SDG goal, for association of contributions
of actions to concrete SDG targets and quantification of the
exerted influence. Concerning SDGs, knowledge graphs can
quicker support explainable decisions and insightful recom-
mendations, measure the influence of users and communities
and improve the user experience, as they facilitate extraction
and organization of knowledge in a distributed manner and
serve for quicker distributed knowledge matching.

In this paper we worked on various datasets to prove the
generality of our findings. Our findings can be associated
with policies on the SDGs to support impactful decisions on
real world problems, e.g., on environmental impact. They can
be practically leveraged for the quicker achievement of the
SDGs through the establishment of a compliance model for
every agent or company that claims to work in the direction
of the SDG achievement. We aim to study, furthermore,
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structural features of the knowledge graphs produced, in order
to discover patterns that corroborate the selected use of LLMs
via a causal model.
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